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■	 Host connectivity: An average user desktop has only one connection to a campus
access, while each server on a data center network usually has a minimum of two
Ethernet connections.

■	 Traffic direction: Statistically, the majority of the campus traffic is directed toward
servers that are reachable through the uplinks in the access and distribution layers.
The same statement cannot be made in data center networks because traffic between
servers is a significant proportion.

Data Center Network Layers

The core-aggregation-access layered data center architecture concentrates years of inte-
gration experience, originated from the first Internet service providers (ISP). And because 
this layered approach improves network modularity, flexibility, and resilience, it has been 
successfully adopted in multiple data center implementations.

In this architecture, each switch layer is planned to offer different networking functional-
ities for distinct traffic profiles. For example, the core layer provides forwarding power 
to the data center ingress and egress traffic. Using specialized routing features, core 
switches provide a highly scalable, flexible, and resilient structure that can offer con-
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TIP TwinAx cables  are cost-effective, direct-attached connections that eliminate the use 
of twisted-pair cables as well as optical transceivers. Because they are mostly used over 
short distances (less than 10 meters), TwinAx cables have become extremely popular for 
10-Gigabit Ethernet connections in ToR designs.

To allow easier uplink upgrades, fiber is generally used in the redundant connections from 
the ToR switches to upper-layer devices such as the aggregation tier.

Figure 10-10 portrays a top-of-rack access network.
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Figure 10-10 Top-of-Rack Topology     

The ToR model offers the following benefits:

■ Savings in horizontal cabling (because cable length is reduced)
■ Preinstallation of fully populated server cabinets
■ Per-cabinet migration of connection technologies (Gigabit Ethernet to 10-Gigabit Ether-

net, for example)

ToR switches usually have 24, 32, 48, or 96 Ethernet interfaces, and if a rack does not sup-
port a considerable number of servers, switch interface use may become inefficient. There-
fore, network and cabling designers must work in tandem with the facilities team, because 
power distribution and cooling capacity heavily influence the number of servers that can be 
installed in a rack.

A significant drawback of ToR designs relates to their high number of access switches. In a 
data center with thousands of server racks, operational procedures, such as the identifica-
tion of interfaces and firmware upgrades, may become quite      challenging.

End-of-Row and Middle-of-Row Designs
EoR designs      enable the management of hundreds of server connections with a single pair of 
access switches. Generally speaking, these switches are modular chassis provisioned for hori-
zontal cabling based on unshielded twisted-pair (UTP) connections.

Like the ToR design, the EoR model leverages multiple fiber connections to network upper-
layer devices (usually aggregation switches).

Figure 10-11 illustrates an end-of-row access network, as well as an alternative topology 
     called middle-of-row (MoR). Because the MoR design slightly decreases the average cable 
length to servers, it may be advantageous in a data center network with a higher number of 
server racks.

Top of Rack (ToR)
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Figure 10-11 End-of-Row and Middle-of-Row Topologies          

EoR and MoR topologies demonstrate more flexibility for server racks with a low port 
count. Because UTP can reach up to 100 meters, access switches can reach multiple racks in 
a row and, as a result, reduce the number of idle interfaces.

Nonetheless, cabling sprawl is a pointed disadvantage of EoR and MoR topologies when 
compared to ToR. In a data center, excessive horizontal cabling may produce undesirable 
effects such as

■ Difficult cable management, troubleshooting, and decommission
■ Blockage of air cooling (if it is installed beneath a raised access floor)

When data centers invest in structured cabling based on UTP connections, they conse-
quently lose some of the flexibility to adopt new connectivity technologies that were not 
foreseen at project planning time. For this reason, EoR and MoR designs require serious 
attention to server connectivity trends to avoid prematurely obsolete           facilities.

Enter the Nexus 2000
Over the       past few decades, I have noticed that ToR designs have started to usurp the 
supremacy of EoR (and MoR) topologies in brand new (greenfield) data center projects. 
Many reasons explain this movement:

■ Technology evolution has enabled more processing power in more compact servers.
■ Virtualization has led to more bandwidth per server.
■ Servers have adopted 10-Gbps connections.

Still, there was no consensus over the “best” design until 2009, which is when Cisco 
launched the Nexus 2000 Fabric Extender series. Unlike other Nexus switches, these devic-
es are essentially remote linecards that are managed by a parent switch, such as multiple 
Nexus models or a UCS Fabric Interconnect.

Technet24.ir
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Virtualization can bring both concepts together through the introduction of logical parti-
tioning technologies, as illustrated in Figure 2-9.
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Figure 2-9 Network Partitioning

In Figure 2-9, three different physical networks are consolidated into a single infrastruc-
ture and segmented into virtual partitions.

Data center network resources can employ different technologies to deploy virtual parti-
tions with different characteristics. The following chapters will deal with these special 
virtualization techniques:

■	 Chapter 3 will discuss virtual local-area networks (VLAN) and Virtual Routing and
Forwarding (VRF) instances.

■	 Chapter 4 will examine virtual contexts for server load balancers.

■	 Chapter 5 will study virtual device contexts (VDC) for data center switches.

Network Simplification and Traffic Load Balancing

Spanning Tree Protocol (STP) is a network standard that was created to avoid loops in 
Ethernet networks. However, it is based on port blocking to dismount these looped struc-
tures, resulting in network resources that cannot be used and a fairly challenging imple-
mentation planning.

Network virtualization introduces the possibility of transforming physical connections 
and devices into simpler logical entities, both improving resource utilization and reducing 
design complexities. These techniques include

■	 EtherChannel

■	 Virtual PortChannel (vPC)

■	 Layer 2 multipathing with FabricPath

These virtualization technologies will be detailed in Chapter 6.
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In the following sections, you will be introduced to the difficulties addressed by each 
Nexus feature, the technical concepts behind each feature, and finally, how these innova-
tions bended the three-tier data center    design.

NOTE To offer a better learning experience, this chapter content is more technology-
driven than product-focused. Intentionally, I have placed the detailed description of Nexus 
data center switches in Chapter 13, “Cisco Cloud Infrastructure Portfolio.”

Device Virtualization
In Chapter 6 you   learned the formal definition of a virtual local-area network (VLAN) as a 
logical broadcast domain in a single Ethernet switch or shared among connected switches. 
Clearly delineating the first network partitioning technology, VLANs enable traffic seg-
mentation of a single device.

As the left side of Figure 10-2 depicts, a switch emulates an Ethernet bridge within each 
VLAN, forwarding Ethernet frames using their destination MAC addresses.

VLANs VRFs

Ethernet
Switch

Routing and
Forwarding Table

Figure 10-2 VLANs and VRF instances

Also discussed in Chapter 6,  VLAN tagging is an additional tool that enables a single physi-
cal connection to transport traffic that belongs to more than one VLAN.

TIP The format of the VLAN tag is defined in the IEEE 802.1Q standard.

The right side of Figure 10-2 depicts another very popular network partitioning technique, 
Virtual Routing and Forwarding (VRF)  , which consists of a routing instance that can coex-
ist with several others in the same routing equipment. The following elements are assigned 
to each VRF:

■ An IP routing table
■ A derived forwarding table
■ Optional routing protocols and peers that exchange routing information with the VRF

ptg12380073
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VLANs, they are not expected to communicate directly with each other without the 
presence of another network element such as a router or a firewall.

Standard IEEE 802.1Q defines 12 bits to identify a VLAN ID, and potentially, 4096 
VLANs can be deployed in a contiguous Ethernet network. However, for some data cen-
ters, this number is considered small when compared to the quantity of required environ-
ments.

Private VLAN is yet another Cisco switch feature that allows complete traffic isolation, 
but with a difference: It permits the segregation of environments that belong to the same 
VLAN. When a customer is deploying private VLANs, he can create three types of inter-
faces within a single VLAN:

■	 Promiscuous ports: Can exchange Ethernet frames with all the ports in a private
VLAN

■	 Isolated ports: Communicate only with promiscuous ports in a private VLAN

■	 Community ports: Only communicate with other ports in the same community and
the promiscuous ports

Figure 3-23 depicts the behavior of each type of port within a private VLAN.

Isolated Community A Community B

Promiscuous

Figure 3-23 Private VLAN Port Behavior
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Note This scenario has only one switch for the sake of simplicity, not for the lack of 
budget.

Another overlap happens in the service provider router Ethernet interface (it belongs to 
subnet 10.1.100.0/24). The consulting company agreement explicitly says that you cannot 
ask for changes on its addresses, because that customization is impossible for its traveling 
set of servers and router.

A solution seems easy enough: Create two VLANs (2000 and 2001, for example) and 
deploy an exclusive router between them. Unfortunately, your organization ran out of 
spare routers (you’ve already checked with three different people).

Now your virtualization superpowers are needed! How do you use the company data 
center infrastructure to accommodate these devices? The main challenges at the top of 
your head are as follows:

You cannot insert the company’s equipment in existent VLANs for security reasons 
and because you can run into duplicate IP addresses.

You cannot create an SVI with an address that belongs to another interface in the 
switch.

From the back of your mind, you remember someone mumbling about an MPLS-
originated technology called Virtual Routing and Forwarding (VRF). And by the way, 
your organizations Cisco Layer 3 switch supports it!

In five minutes, you create the VRF “CONSULTANTS” shown in Figure 3-27 and go 
home early.
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Figure 3-27 Solution for Overlapping Address Challenge
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VRFs and Routing Protocols
A VRF has components that belong to the control and data plane (RIB and FIB, respec-
tively). And since its inception in MPLS VPNs, a VRF can import and export routes from 
routing peers, which are unaware of this virtualization technique.

To demonstrate that VRFs (from a single physical device) can have distinct routing char-
acteristics, I deployed two different routing protocols in a set of VRFs configured in two 
Nexus 7000 switches.

Figure 3-28 depicts how the routing protocols are configured. In this scenario, VRF-A1 
and VRF-A2 exchange routers through OSPF, while VRF-B1 and VRF-B2 use EIGRP for 
the same purpose.

Note At the time of this writing, Layer 3 Nexus switches support static routes and the 
following routing protocols: OSPFv2, OSPFv3, EIGRP, IS-IS, and RIPv2.
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Figure 3-28 EIGRP and OSPFv2 VRFs in Two Nexus 7000s

In this section, you will be able to analyze the corresponding configuration for each VRF. 
First, it is necessary to prepare the basic Layer 2 and 3 connectivity on both switches. 
Examples 3-14 and 3-15 detail this configuration for each Layer 3 switch.
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In your design, the global routing tables from the edge router and the Layer 3 switch will 
continue to be used in the corporate environment. However, you deploy two VRFs on 
each one of these devices: an Internet VRF and a partner VRF. These VRFs connect the 
servers, firewalls, and external networks through distinct VLANs under your control. The 
VRFs on the edge router encompass physical interfaces, while the VRFs on the switch use 
SVIs.

From the logical topology, you derived the physical one depicted in Figure 3-30.

When your project is implemented, you win a prize vacation from your company and 
your success awakens your colleagues’ envy.
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Figure 3-29 Logical Topology for the Data Center Network Segmentation Challenge
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Summary
This chapter examined, in detail, two popular virtualization techniques that provide net-
work partitioning: VLANs and VRFs.

More precisely, the following concepts were covered:

■	 VLANs are Ethernet broadcast domains.

■	 VLANs enable traffic manipulation without physical recabling or additional
switches.
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Figure 3-30 Physical Topology for the Data Center Network Segmentation Challenge
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Figure 10-3 VDCs, VLANs, and VRF instances    

NOTE At the time of this writing, a single Nexus 7000 switch can deploy up to 16,000 
bridge domains, which can be shared among all VDCs.

Why Use VDCs?
By design,     VDCs are usually recommended in situations where other virtualization tech-
niques, such as VLANs and VRF instances, are not appropriate networking partitioning solu-
tions.

VDCs can help promote device consolidation , foregoing the acquisition of new hardware 
when ports are still available on a switch. Here are some scenarios where VDCs could 
improve resource utilization:

■ A different team (or company) must exclusively manage these new devices.
■ Different environments may deploy incompatible protocols (for example, Multiple Span-

ning Tree [MST] and Rapid Per VLAN Spanning Tree Plus [Rapid PVST+]).
■ The new switch must deploy VLAN identifiers that are already being used in the 

installed network.

Because they are logical devices, VDCs can be leveraged to temporarily support migration 
or merging of data centers, when potentially all of the preceding scenarios may be happen-
ing concurrently.

Fault isolation is  also considered an advantage of VDCs over other network partitioning 
technologies. If an internal process failure (such as a routing protocol freeze) happens, a 
VDC cannot impact the operation of other VDCs from the same physical switch. This char-
acteristic allows better protection of logical environments, such as development and quality 
assurance networks for applications.

ptg12380073
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Example 5-15 Limiting the Monitor Sessions for VDC2 and VDC3

N7K(config)# vdc VDC2

! Defining that VDC2 must have at least one SPAN session dedicated to it or two, if
there is another unused session

N7K(config-vdc)# limit-resource monitor-session minimum 1 maximum 2

N7K(config-vdc)# vdc VDC3

! Defining that VDC3 must have only one SPAN session dedicated to it

N7K(config-vdc)# limit-resource monitor-session minimum 1 maximum equal-to-min

! Verifying how the SPAN sessions are distributed among the VDCs

N7K(config-vdc)# show vdc resource monitor-session detail

  monitor-session   0 used   2 unused    2 free    0 avail    2 total

 -----------------
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Figure 5-10 Nexus 7000 Hardware Resources Allocated to Three VDCs



Network Virtualization 

ptg17120290

10

Chapter 10: Network Architectures for the Data Center: Unified Fabric  313

Instead of changing resource allocation in each VDC, it is also possible to configure 
 resource templates that can be applied to multiple VDCs. Resource templates can be used 
to decrease the number of configuration operations and increase standardization.

NOTE Resource allocation configurations can be done in the default VDC or in an 
admin VDC , which is restricted to handling administrative tasks over the other VDCs and 
the physical hardware. Refer to Chapter 13 and the Cisco online documentation       to verify 
whether your hardware and software combination supports admin VDCs.

Virtual PortChannels
Any    communication media is susceptible to failures, be they caused by humans or a result 
of external events. Therefore, it is only natural that network designers would want to define 
redundant paths in critical networks.

However, in classical Ethernet networks, if two or more paths between two hosts are active 
at the same time, a deplorable effect known as loop can easily happen. As a visual aid, Fig-
ure 10-4 details how a loop can be formed in an Ethernet switched network that receives a 
single broadcast frame.
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Figure 10-4 How to Generate a Loop in Your Home   
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The established switch behavior for broadcast frames (always forward a broadcast frame 
to every Ethernet interface except the one that received it) basically incites the loop. In a 
few microseconds, as events 2, 3, and 4 depicted in Figure 10-4 happen continuously, the 
loop will consume all available bandwidth, and the network will render itself useless.

An Ethernet frame with an unknown destination MAC address can also cause loops. Similar-
ly to the defined behavior for broadcast frames, switches must flood the frame to all other 
ports (except the one that originally received the frame) with the same results.

NOTE To avoid the infinite loops that may happen within Ethernet networks, IP packets 
employ a field called Time-to-Live (TTL)   that is decremented at each Layer 3 device in its 
path. When TTL reaches zero, the routing device automatically discards the packet.

To prevent loops, an Ethernet network must    deploy one of the versions of the Spanning 
Tree Protocol (STP)  . Created in the 1980s, STP discovers potential loops and blocks traffic 
in select ports to form a loopless logical topology called spanning tree .

TIP The first version of the Spanning Tree Protocol was ratified in the IEEE 802.1D stan-
dard, in 1990.

Figure 10-5 depicts the objective of STP in a fully meshed Ethernet network (where there 
are multiple opportunities for loop formation).
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Topology Active
Links

Root

Figure 10-5 STP in Action     
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Figure 10-7 vPC in Action

Creating vPCs
A    virtual PortChannel consists of complementary configurations on a pair of Nexus 
switches. Figure 10-8 details the main elements that are part of these configurations, briefly 
described as follows:

vPC Domain

vPC Member vPC Member

vPC

vPC Peer-Keepalive Link

vPC Peer-Link

vPC
Peer

vPC
Peer

Figure 10-8 Virtual PortChannel Elements   

■ vPC: The       PortChannel between a device that deploys IEEE 802.3ad link aggregation and 
two identical Nexus switches.

■ vPC peer: A  switch (or VDC) of a pair that is configured to implement vPCs.
■ vPC member port: An  interface that belongs to a defined vPC in one of the vPC peers.
■ vPC domain: A  unique identifier (per Layer 2 network) that defines the pair of switches 

that provides the vPC feature to another device. Each switch (or VDC) supports only one 
vPC domain.
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NOTE In Appendix A you will find details about which Nexus switches can manage Fabric 
Extenders at the time of this writing. Please refer to the Cisco online documentation for the 
most recent information about this topic.

More importantly, Fabric Extenders (or FEX) enable data centers to simultaneously lever-
age benefits from ToR and EoR designs because
■ A FEX can be installed inside a server cabinet and decrease cabling costs (similarly to ToR).
■ FEXs installed on multiple racks can be managed from a single parent switch (similarly to 

EoR).

As an illustration of both advantages, Figure 10-12 exhibits a server access topology that 
uses Fabric Extenders.
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Figure 10-12 Fabric Extender Topology      

As Figure 10-12 indicates, when a parent switch manages multiple Fabric Extenders, they 
form a virtualized modular chassis . And because every operational procedure is performed 
on the parent switch, it assumes the role of a supervisor module and fabric module inside 
this virtual structure.
Figure 10-13 illustrates how an FEX is controlled when a switch interface is configured with 
the switchport mode fex-fabric command.
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Nexus1(config)# interface ethernet 1/1
Nexus1(config-if)# switchport mode fex-fabric
Nexus1(config-if)# fex associate 100

Figure 10-13 Connecting an FEX      
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Nexus1(config-if)# switchport mode fex-fabric
Nexus1(config-if)# fex associate 100

Figure 10-13 Connecting an FEX      
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In a classical modular Ethernet switch, redundant supervisor modules can control the 
installed linecards. In a virtualized access switch, the same level of redundancy can be 
achieved with dual-homed FEX topologies.

Figure 10-15 explains how active-active, dual-homed topologies for Fabric Extenders are 
formed through the use of vPCs.
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Figure 10-15 Dual-homed Topologies        

In select parent switch and FEX hardware combinations, it is possible to deploy vPCs on 
host interfaces connected to dual-homed, active-active Fabric Extenders, as the left side of 
Figure 10-15 shows. This capability is called Enhanced Virtual PortChannel (EvPC) and it 
allows servers to benefit from the highest level of redundancy among all FEX topologies.

Generically speaking, I usually recommend active-active, dual-homed topologies for sce-
narios that require minimum failure effects on server connectivity (such as servers that 
have only one Ethernet connection, for example). Straight-through topologies are regularly 
endorsed in scenarios that require more host interfaces because they can deploy a two-fold 
port count increase when compared to dual-homed        designs.

Overlay Transport Virtualization
It is   becoming extremely rare to find a company that hosts all of its applications in a single 
data center site. This make sense, because with just one facility, all critical applications are 
impacted in the case of a major data center disaster.

Although networking best practices recommend that companies distribute data centers as 
widely as possible, in real-world scenarios such a decision is limited by data transport ser-
vices, application requirements, and costs. Nevertheless, as a general requirement, each data 
center site should be protected from failures from other sites as much as possible.

For years, Cisco best practices recommended linking networks from distinct data centers 
through Layer 3 (routed) connections, thereby isolating problems that are usually associ-
ated with Layer 2 (switched) networks, such as flooding, loops, and STP reconvergence. 
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Figure 10-9 vPC in Action

Fabric Extenders
In a   data center project, the cabling structure is usually discussed before network, storage, 
and server decisions are made. And because these projects involve a tight integration among 
the operational teams that make such decisions, efficiency may be lost due to their poor 
intercommunication.

One particular question clearly expresses the need for such collaboration among specialized 
teams: What is the optimal position for the access switches in a data center?

When the Electronic Industries Alliance (EIA) and the Telecommunications Industry Asso-
ciation (TIA) published the first formal specification for data center infrastructure in 2005 
(ANSI/TIA-942), it defined    horizontal cabling as “the extension from the mechanical termina-
tion of the equipment distribution area (servers) to the horizontal distribution area (switches).” 
Still paraphrasing the standard, when compared with backbone cabling  (which exists between 
switches and other network devices), horizontal cabling presents a much higher number of 
connections and, therefore, has a greater impact for the entire cabling structure.

The ANSI/TIA-942 standard supports both of the most popular server connectivity designs: 
top-of-rack (ToR) and end-of-row (EoR). Essentially, these models define the horizontal 
cabling layout through the positioning of the access switches in relation to the   servers.

Top-of-Rack Designs
In      ToR-based designs, access switches share the same racks with servers and usually occupy 
the top position in these structures. As a result, all horizontal cabling is contained within the 
racks (and not underneath the data center raised floor), adding a broader variety of media 
such as twisted-pair, fiber, or TwinAx cables.
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Figure 6-1 Virtual   Machine Networking Challenges

Although the two visions might seem very similar, I highly suggest you refrain from using 
the server vision for networking problems. Comparing both methods, the network vision 
allows a more detailed exploration of networking issues in complex environments. Thus, 
from now on, this certification guide will employ the latter method whenever virtual net-
working is being discussed.

When addressing the first challenge, you will probably agree that standard VMs should not 
control the physical network adapter driver, not only to avoid becoming a bottleneck for 
VM traffic, but also to prevent other VMs from accessing this resource. As a consequence, 
most server virtualization vendors have decided that the hypervisor itself should control the 
physical network interface controller (NIC), sharing this resource with all hosted VMs.

Regarding the second challenge, try to picture how a hypervisor can use the physical NIC to 
forward VM data to the outside world. In this case, is it better to route (Layer 3) or bridge 
(Layer 2) the traffic? While routing certainly can offer better isolation to the hosted VMs, 
it invariably imposes operational complexities (such as subnet design and routing protocol 
implementation) that do not fit into most server virtualization deployments. Therefore, for 
the sake of simplicity, most virtual networking solutions are based on Layer 2 forwarding of 
Ethernet frames between VMs and the access switch.

Finally, addressing the third challenge, virtualization administrators expect to define which 
VMs, even running in the same hypervisor instance, should communicate with each other. 
As a direct result, most virtual networking solutions converged on the most traditional 
method of traffic isolation: the virtual local-area network (VLAN)  .

A VLAN is formally defined as a broadcast domain in a single Ethernet switch or shared 
among connected switches. Whenever a switch port receives a broadcast Ethernet frame 
(destination MAC address is ffff.ffff.ffff), the Layer 2 device must forward this frame to 
all other interfaces that are defined in the same VLAN. In other words, if two hosts are 
connected to the same VLAN, they can exchange frames. If not, they are isolated until an 
external device (such as an IP router) connects them.

Taking all of these considerations into account, and adding the goals of simplicity and flex-
ibility, the virtual switch has emerged as the most common virtual networking solution 
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among all hypervisors. To further delve into this software network device, the following 
sections explore its main characteristics, evolution, and   variants.

The Virtual Switch
In the      early 2000s, VMware created the concept of the virtual switch (vSwitch), which is 
essentially a software abstraction where the hypervisor deploys a simplified version of a Layer 
2 Ethernet switch to control virtual machine traffic. At the time of this writing, this specific 
networking element is officially known as VMware vNetwork Standard Switch (vSS)  .

Note For the sake of simplicity, I will generically refer to a virtual network device that 
shares the characteristics presented in this section as a vSwitch, regardless of its hypervisor.

Figure 6-2 illustrates the forwarding principles behind a generic vSwitch.
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Figure 6-2 Example of a vSwitch in Action     

In a vSwitch, the physical NICs act as uplinks , conducting VM traffic beyond the access 
switch. As represented in Figure 6-2, a vSwitch can forward Ethernet frames from a virtual 
machine to the physical switch and vice versa. And because each VM emulates at least one 
NIC, real Ethernet frames traverse the virtual wire that exists between the virtual adapter 
and the virtual switch. After analyzing the destination MAC address in a frame, the vSwitch 
decides if it should send the frame to the physical NIC or to a VM whose virtual network 
adapter is connected to the same VLAN. In the latter situation, the data exchanged between 
two VMs in the same host only requires a memory-based operation.

Using VLAN tagging  in its physical NICs, a vSwitch deploys more than one VLAN in these 
interfaces. Based on the 12-bit VLAN ID field defined in the IEEE 802.1Q standard, the vir-
tual device can identify to which VLAN an incoming Ethernet frame belongs and also signal 
to the access switch the VLAN from an outgoing frame.
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In the next section, you will be introduced to an evolution of the vSwitch that was created 
to overcome these operational      concerns.

Distributed Virtual Switch
As an      innovation introduced in VMware vSphere version 4.0, VMware released a new 
virtual networking device which is formally known as the vNetwork Distributed Switch 
(vDS). Notwithstanding, I will generically refer to it as a distributed virtual switch (DVS) in 
order to define a whole class of similar solutions that was subsequently developed on other 
hypervisors.

Figure 6-5 depicts some of the differences between a vSwitch and a DVS in the context of 
VMware vSphere.
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Figure 6-5 Comparing a VMware vSwitch and a VMware DVS   

In Figure 6-5, you can observe that each vSwitch is confined to a single hypervisor instance, 
whereas the DVS is stretched across both hosts as if they were deploying the same virtual 
networking device. The reason for that perception relates to the creation of distributed 
Port Groups , which are produced once in VMware vCenter and automatically replicated to 
all hosts that are “connected” to the DVS.

Figure 6-5 also references VMware vSphere networking terminology, described in Table 6-2.

Table 6-2 VMware vSphere Interfaces      

VMware 
vSphere 
Interfaces

Description

vmnic Short for virtual machine network interface controller , it represents the 
physical NICs for an ESXi hypervisor instance and performs the role of an 
uplink for a vSwitch or DVS. Exclusively for the VMware DVS, this interface 
is associated to an uplink Port Group.
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Cisco Nexus 1000V
Before      virtual machines became the new atomic unit of modern data centers, Cisco recog-
nized the importance of a concrete and secure way to manage virtual networking. Through 
project Swordfish, started in 2006, Cisco designed the Cisco Nexus 1000V Switch as a 
virtual network device running inside VMware ESXi hypervisors, leveraging a fundamental 
structure from each company: the Cisco NX-OS operating system from data center Nexus 
switches and VMware DVS.

We’ll begin our exploration of Cisco Nexus 1000V with the introduction of its main com-
ponents, which are displayed in Figure 6-6 and described in Table 6-4.
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Figure 6-6 Cisco Nexus 1000V Architecture

Table 6-4 Cisco Nexus 1000V Main Components   

Nexus 1000V 
Component

Description

Virtual 
Supervisor 
Module (VSM)

Each VSM assumes the role of a supervisor module for Nexus 1000V, con-
trolling the interface modules and providing synchronization with a VM 
manager such as VMware vCenter. Deployed as a pair of VMs, a VSM pair 
works as active-standby supervisors for a Nexus 1000V instance and is rep-
resented as modules 1 and 2.

Virtual 
Ethernet 
Module (VEM)

Plays the role of an interface module (or line card) for Nexus 1000V and 
provides connectivity for VMs running within a single virtualized host. The 
VEMs are displayed as modules 3 and forward on a Nexus 1000V instance.

Ethernet 
interface

VEM interface connected to physical NIC on a host. It follows the format 
Ethernet X/Y, where X is the VEM module number and Y represents the 
NIC number following the order of connection.

Virtual Ether-
net interface

Also referred to as vEthernet, it represents the Nexus 1000V interface con-
nected to a VM vnic or a host vmknic. It uses the format vEthernet Z, where 
Z is an increasing number assigned by the VSM when a virtual interface is 
connected to Nexus 1000V.
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Figure 6-11 VLAN Challenges for Server Virtualization  

VLAN provisioning  in the physical network constitutes the first challenge for VMs using 
VLANs. In Figure 6-11, there are two hosts that may or may not belong to the same virtu-
alization cluster. Imagine that each host is deploying VMs connected to two VLANs: 10 
and 20. As you may easily infer, these VMs can communicate with their counterparts in the 
other host only if the network administration team has already configured both VLANs in 
every switch and possible connections between both hosts.

Obviously, this configuration procedure can become unbearably cumbersome and slow as 
the number of network devices increases. In addition, the potential live migration of VMs 
to any host in the data center severely aggravates the situation. The reason is that network 
administrators must enable these new VLANs in all switches and trunks of the data center 
network to avoid isolated VMs.

Caution Although I have seen it done in some data centers, I definitely do not recom-
mend the pre-provisioning of all 4094 possible VLANs in every network trunk. Although it 
may apparently save time and effort, this “worst practice” may result in unwanted traffic in 
many ports of the network as well as STP scalability issues.

VLAN ID starvation  is a second challenge that can become a growing preoccupation in 
cloud computing environments. Because a physical network can deploy only 4094 VLANs 
(1 to 4094 according to the IEEE 802.1Q standard) to isolate hosts, a cloud will eventually 
face an absolute limit if it is reserving one or more VLANs per tenant.

While not as noticeable as the previous challenges, MAC address table depletion  is already 
a preoccupation for many network teams all over the world. In a standard Ethernet network, 
every switch ends up learning the MAC address of all VMs. Therefore, a relatively small 
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Figure 6-13 VXLAN in Action    

In Figure 6-13, a pair of virtualized servers is hosting two virtual machines each, using two 
distinct VXLAN segments: 5000 and 6000. By definition, any device that can generate and 
process VXLAN encapsulated traffic is called a VXLAN tunnel endpoint (VTEP)  . In Figure 
6-13, both virtual switches are the only depicted VTEPs.

Ultimately, a virtual machine should not discern if it is connected to a VXLAN- or VLAN-
based broadcast domain. However, according to the VXLAN IETF standard (RFC 7348), 
as soon as a VM is connected to a VXLAN segment, its VTEP must register itself into the 
network as a member of the multicast group assigned to the VXLAN. This registration 
procedure may be accomplished through an Internet Group Multicast Protocol (IGMP) Join 
message. In this case, the connections of the VMs to the vSwitch generate IGMP Join mes-
sages to groups 239.5.5.5 (VXLAN 5000) and 239.6.6.6 (VXLAN 6000).

Using this information, the data center network is aware that VTEP1 and VTEP2 are part of 
both multicast groups.

Note For a correct communication between VMs connected to the same VXLAN seg-
ment, the VXLAN ID and multicast group pair should be consistent on all VTEPs. If 
desired, two or more VXLAN segments can share the same group.

Similar to a standard Ethernet switch, a VTEP maintains a MAC address table. However, 
instead of associating a MAC address to an interface, a VTEP additionally associates a VM 
MAC address to a remote VTEP IP address. The MAC address learning process     is described 
next via an example.

To begin the  example, assume that the MAC address tables from both vSwitches are empty 
and that VM1 sends an ICMP Echo message (ping) to VM2. Because VM1 does not know 
VM2’s MAC address, it sends an ARP request that essentially states the following: “Hello, 
people in my network segment. Whoever has the following IP address, please inform me of 
your MAC address.”
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Thus, vSwitch2 decapsulates the VXLAN packet and forwards the ARP request to its lonely 
local member of the segment: VM2. Processing the frame, VM2 sends a unicast ARP reply 
directed to VM1’s MAC address informing VM1 of its MAC address. After receiving this 
message, vSwitch2 does the following:

■ Updates its MAC address table with VM2’s MAC address in Interface2
■ Encapsulates the ARP reply into a VXLAN packet using VTEP2 as its source IP address 

and VTEP1 as the destination IP address

Figure 6-16 displays the instant after the encapsulated frame leaves Host2.
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Figure 6-16 ARP Reply Being Sent to the Data Center Network     

The VXLAN packet containing the ARP reply is naturally routed to VTEP1 (vSwitch1). And 
as Figure 6-17 illustrates, this virtual device

■ Updates its MAC address table with the information that VM2 can be reached through 
VTEP2

■ Decapsulates the VXLAN 5000 packet and sends the ARP reply to VM1
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Figure 6-17 Topology After ARP Is Sent from VM1 to VM2     
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Example 6-6 Enhanced VXLAN Deployment

! Creating an Enhanced VXLAN

vsm(config)# bridge-domain VXLAN10000

vsm(config-bd)# segment id 10000

vsm(config-bd)# segment mode unicast-only

! Creating a vEthernet port profile assigned to bridge domain "VXLAN10000"

vsm(config-bd)# port-profile type vethernet VM-10000

vsm(config-pp)# switchport mode access

vsm(config-pp)# switchport access bridge-domain VXLAN10000

vsm(config-pp)# no shutdown

vsm(config-pp)# vmware port-group

vsm(config-pp)# state enabled

vsm(config-pp)#

In Example 6-6, rather than        defining a multicast group for the bridge domain, I have used 
the segment mode unicast-only command to create bridge domain “VXLAN10000.” After-
ward, I have assigned the bridge domain to port profile VM-10000, auto-generating a con-
nectivity policy (Port Group in VMware vSphere) that may be associated to virtual network 
adapters on VMs.

Note The same Nexus 1000V instance can simultaneously deploy standard and Enhanced 
VXLAN segments.

As an immediate effect from this method, the flooding of frames with unknown destination 
MAC addresses is no longer necessary. Because the VSM can distribute MAC addresses 
from an Enhanced VXLAN among all of its VEMs, there is full awareness of all MAC 
addresses in that segment—put simply, there are no unknown addresses.

Yet, broadcast messages are still necessary in IP-based communications within a VXLAN 
segment (for example, ARP messages). So how are broadcast frames forwarded in Enhanced 
VXLAN segments? The answer lies in Figure 6-21.
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Figure 7-1 Traffic Steering Techniques in Physical Networks

The     topology on the left in Figure 7-1 depicts a method called VLAN manipulation , where 
two VLANs are used to drive traffic through a networking service. This arrangement works 
for inline appliances , which can bridge Ethernet frames (or route IP packets) between both 
VLANs, allowing servicing of all traffic that uses this path. While this technique is success-
fully used for security services such as firewalls and intrusion prevention systems (IPSs), it 
may not be ideal for networking services that must only be applied to selected traffic.

Depicted in the middle topology of Figure 7-1, policy-based routing (PBR)   enables net-
working services in “one-arm mode,” where the specialized device is not positioned as a 
mandatory hop between clients and servers. Although it has the advantage of not overload-
ing the appliance with traffic that should not be serviced, this technique requires manual 
configuration in centralized points of the network to allow precise traffic steering. Gener-
ally speaking, PBR is commonly applied to server load-balancer designs.

In 1997, Cisco developed the Web Cache Control Protocol (WCCP)   to detour client HTTP 
requests to web caches, providing bandwidth savings and faster responses on a remote branch. 
The topology on the right in Figure 7-1 depicts an alternative WCCP design called reverse-
proxy , where the web cache is not close to the client but rather located in the data center 
network. In this case, a strategically positioned network device (router or switch) detects 
incoming client HTTP traffic and, through WCCP encapsulation, steers it to the cache with 
the objective of offloading servers from having to send the same web objects repeatedly.

In more detail, WCCP in reverse-proxy carries out the following operations:

Step 1. The router (or switch) receives IP packets from a client.

Step 2. If packets belong to TCP port 80 (web traffic), they are encapsulated into 
WCCP packets and sent to the web cache. The encapsulation guarantees that 
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the IP packets reach the web cache in the original format and without any man-
ual configuration on intermediary network devices. If a requested web object is 
present in the cache, it sends it to the client without bothering the web servers.

Step 3. If the requested web object is not present in the cache, the device transpar-
ently retrieves the object from the server, sends it to the client, and caches it 
for future sessions.

When compared to other interception methods, WCCP offers the simplicity of configur-
ing fewer devices to provide networking services for select applications. Although WCCP 
demands support on network devices and web caches, its elegance grants a natural exten-
sion to more services. For example, TCP traffic steering through WCCP is now a usual ser-
vice insertion technique for WAN       accelerators.

Virtual Services Data Path
Leveraging         the considerable flexibility brought by server virtualization, networking services 
can be inserted with less complexity when compared to the techniques explained in the 
prior section. Taking advantage of this flexibility, Cisco Nexus 1000V incorporates a fea-
ture called Virtual Services Data Path (vPath). In a nutshell, vPath avoids convoluted net-
work configurations and deploys networking service insertion through port profiles.

NOTE As you have learned in Chapter 6, Nexus 1000V port profiles are interface configu-
ration templates that can be inherited by distributed virtual switch interfaces that are con-
nected to VMs.

As a visual aid, Figure 7-2 explores the working principles behind vPath.
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Figure 7-2 vPath in Action        

In Figure 7-2, a special port profile is created and associated with two virtual machines 
connected to distinct Virtual Ethernet Modules (West VEM and East VEM). Denoted as a 
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Figure 7-7 ASAv Deployment Example

In both topologies in Figure 7-7, ASAv is protecting all virtual     machines connected to 
VXLAN 9000 (VMs A, B, and C) from outside traffic coming through VLAN 50. Because 
edge firewalls must deploy Layers 4 to 7 security rules to avoid more sophisticated attacks, 
traffic is always steered to ASAv through VLAN (and VXLAN) manipulation. Routing IP 
packets between both inside and outside interfaces, ASAv can work as a default gateway for 
the protected VMs.

NOTE At the time of this writing, ASAv does not support vPath. For this reason, it 
depends on other traffic steering techniques, such as embodying the VMs default gateway, 
to enforce security policies on all traffic from a cloud tenant (or select resources from it).

The topology on the right side of Figure 7-7 hides the representation of Layer 2 switches 
and virtualization hosts to clarify the objective of an edge firewall such as ASAv. In my 
opinion, such “broadcast domain view” can be an excellent alternative to characterize secu-
rity domains in virtual network topologies.

ASAv can deploy up to ten virtual interfaces and, for that reason, may also filter intra-tenant 
traffic and deploy virtual demilitarized zones (DMZs). Besides traffic filtering, ASAv also 
provides the following capabilities for cloud tenant resources:

■ Site-to-site virtual private networks (VPNs):    Using IPsec, the edge firewall can securely 
connect external networks with compatible routers or firewalls.

■ Remote VPNs: This  feature allows individual hosts deploying VPN software (such as 
Cisco AnyConnect) to remotely connect to ASAv as if they were located in a local 
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■ TCP connection reuse: Multiplexing of numerous TCP connections from clients to a 
small number of connections between the ADC and a server. This feature offloads web 
servers from the management of multiple TCP connections.

■ Object compression: Decreases bandwidth requirements with web objects being com-
pressed in the ADC and, subsequently, delivered to the application clients employing 
decompression in their web browsers.

■ Web acceleration: Includes several distinct mechanisms whose objective is improving 
application response time for web applications.

■ Application firewall: Embedded analysis tools which prevent security breaches, data 
loss, and unauthorized customizations to web applications with sensitive business or cus-
tomer information.

Similar to other networking services, ADCs were eventually introduced as virtual appliances 
targeting server virtualization and cloud deployments. In both contexts, this virtual network-
ing service is generically used to increase capacity of applications when virtual machines are 
scaled out through cloning or template     instantiation.

Citrix NetScaler (NS) 1000V     embodies the packaging of Citrix NetScaler ADCs in virtual 
appliances. And as Figure 7-10 depicts, NetScaler 1000V provides vPath integration with 
virtual networks based on Nexus 1000V.
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Figure 7-10 NetScaler 1000V Deployment Example    

In the described scenario, a cloud tenant has already deployed two virtual machines (A 
and C) to host a web application. In the situation displayed on the left side of the figure, 
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To mitigate these risks, Cisco created the concept of the server load balancer (SLB) appli-
ance in 1998. In essence, an SLB is a network device that can receive end-user traffic and 
send it to a selected server according to a predefined load balancing policy.

Figure 7-9 displays the main components on a typical SLB deployment, described in the 
following list.
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Figure 7-9 SLB Basic Architecture    

■ Servers: Basically the IP addresses from servers that will receive the connections dis-
patched from the SLB.

■ Service: The IP address, port, and protocol combination used to route requests to a spe-
cific load-balanced application server. A service is the logical representation of an appli-
cation running on a server.

■ Monitors: Synthetic requests the SLB creates to check whether a service is available on 
a server. They can be as simple as an Internet Control Message Protocol (ICMP) Echo 
request or as sophisticated as a Hypertext Transfer Protocol (HTTP) GET operation 
bundled with a database query.

■ Virtual IP (VIP): An SLB internal IP address that is specifically used to receive end-user 
connections. This address is usually registered with DNS servers to be advertised to end 
users.

■ Virtual server: Combines a VIP, transport protocol (TCP or UDP), and port to which a 
client sends connection requests for a particular load-balanced application. It is associ-
ated with a set of services to which the SLB will dispatch end-user connections.
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■ Application optimization (AO)  : WAAS provides specific optimization algorithms for 
message-intensive applications based on SSL, HTTP, Microsoft Server Message Block 
(SMB), Network File System (NFS), Messaging Application Programming Interface 
(MAPI), Citrix Independent Computer Architecture (ICA), and Windows Printing.

NOTE You will receive a more detailed explanation of both SMB and NFS in Chapter 9, 
“File Storage Technologies.”

Full WAAS services can be deployed in two different physical formats: Cisco Wide Area 
Virtualization Engine (WAVE) appliances and service modules for Cisco Integrated Services 
Routers (ISR). On both formats, traffic interception is performed through PBR, inline pass-
through network adapters, WCCP, ADCs, or a specialized WAAS clustering solution called      
Cisco AppNav.

NOTE Select Cisco routers can also deploy an IOS feature called WAAS Express, which 
implements a smaller set of WAAS acceleration algorithms.

In 2010, Cisco WAAS was also released       as a virtual appliance called Virtual Wide Area 
Application Services (vWAAS). Similarly to other virtual networking services, this format 
allows the deployment of WAN acceleration for cloud computing environments, which are 
intrinsically exposed to WAN latency and client bandwidth restrictions.

Since its first version, vWAAS incorporated vPath to its options of supported traffic inter-
ception methods. Hence, Nexus 1000V can easily steer virtual machine traffic that requires 
WAN acceleration to a vWAAS instance.

Figure 7-11 examines a vWAAS deployment using vPath.
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Figure 7-11 vWAAS Deployment Scenario      
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services should handle the traffic of a single VM. With this goal, Nexus 1000V supports 
service chains, in which a sequence of vPath-enabled virtual networking services is faith-
fully followed whenever a VEM detects a connection to certain virtual machines.

Figure 7-13 details how Nexus 1000V builds a vPath service chain for three different virtual 
networking services.
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Figure 7-13 vPath Service Chain in Action    

In the figure, Nexus 1000V is configured to implement a vPath service chain enforcing the 
following order:

1. NetScaler 1000V
2. vWAAS
3. VSG

A CSR 1000V instance routes the first packet from a client request to a VIP configured in 
NetScaler 1000V (continuous arrow). After the virtual ADC load balances the connection to 
VM A, it uses vPath to encapsulate the result and send it back to the VEM (dashed arrows 
represent vPath encapsulated traffic).

Following the service chain order associated to VM A, the Nexus 1000V module forwards 
the packet to vWAAS to verify whether its WAN acceleration algorithms may be applied to 
the connection.

Again encapsulated in vPath, the original packet is steered to VSG for security policy check-
ing. When the packet finally reaches VM A in its original form, the VEM is already pro-
grammed for the return traffic, where

■ The VEM may already deploy VSG’s security rule decision.
■ It may not send more packets from that specific connection     to vWAAS, in case the con-

nection cannot be accelerated.
■ The module will surely steer the server response to NetScaler 1000V.

Most importantly, this rather complex traffic management is completely hidden under the 
service chain definition, which is inserted in a Nexus 1000V port profile. All the steering 
and offload decisions are implicitly executed, and will continue to happen even if any of 
the virtual services or the VM live migrates to another host.
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■ Firewall context: An  independent virtual firewall, with its own security policy, interfac-
es, and administrators. From an administration perspective, deploying multiple contexts 
is similar to having multiple standalone devices. Cisco ASA supports multiple contexts 
deploying separate routing tables, firewall features, IPS, and management capabilities.

■ ADC context: An  abstraction of an independent load balancer with its own interfaces, 
configuration, policies, and administrators. This technology was originally deployed in 
the former Cisco ADC solution called Application Control Engine (ACE).

Figure 7-14 illustrates four network container examples composed of network partitions 
and offered to tenants of a data center service provider.
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Figure 7-14 Network Container Examples   

In all four container options depicted in Figure 7-14, VRF instances provide Layer 3 servic-
es to external networks, while both firewall and SLB contexts provide their specialized net-
working services to one or more applications from a tenant. Using these virtual partitions, 
a service provider can logically provision selected networking services without undertaking 
the manual procedures that would be necessary if physical appliances were deployed.

As you previously learned in the section “Service Insertion in Physical Networks,” this 
scenario uses VLAN manipulation to insert services between clients and servers from an 
application. For this objective, an additional VLAN must be provisioned to connect two 
networking services (or one service to the application servers). Thus, the bronze, silver, gold, 
and diamond network containers, respectively, consume 2, 2, 3, and 5 VLANs from the 
4094 that are available on a single service provider network infrastructure.

NOTE For service providers interested in developing such designs, Cisco offers an 
extremely useful standardization tool in the form of the Virtualized Multiservice Data 
Center (VMDC) reference architecture  . VMDC essentially provides a framework for build-
ing multitenant data centers with focus on the integration of networking, computing, server 
virtualization, security, load balancing, and system management.




